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Abstract
To meet the increasing demands of home delivery resulting from the proliferation 
of internet shopping and compounded by the rising expectation of fast fulfillment 
(often within hours of request), companies seek new delivery methods supported 
by information and communication technologies. In this study, we consider a dis-
patching platform with delivery capacity consisting of a dedicated fleet of vehicles 
complemented by crowdsourced couriers. We consider the crowdsourced couriers 
to be in-store customers who, upon checking out of the store, declare themselves 
available to deliver one or more requests from e-shoppers. The role of the collabo-
rative platform is to aggregate e-shopper orders from the participating businesses 
and then manage the routing for the pickup of the corresponding products at the 
physical stores and the subsequent deliveries to the e-shoppers’ locations. We model 
this dynamic stochastic pickup-and-delivery problem as a Markov decision process 
to represent the uncertainty in the e-shopper requests and in-store crowdshipper 
appearances. We adapt a real-time insertion method enhanced with a cost function 
approximation to account for differences in the temporal availability of the dedi-
cated vehicles and in-store crowdshippers. We conduct computational experiments 
to demonstrate the conditions under which in-store crowdshippers provide a cost 
benefit.

Keywords  Pickup-and-delivery problem · Crowdshipping · Markov decision 
process · Cost function approximation · Sustainable logistics

1  Introduction

Modern transportation management is highly complex and requires effective route 
planning. This activity strongly depends on the specific application and gives rise to 
routing problems of various nature in which specific points must be visited (Karako-
stas and Sifaleras 2024; Pferschy and Staněk 2017) or whole roads must be traversed 
(Benavent et al. 2019, 2023) for service purposes. Specifically for last-mile delivery 
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systems, flexibility and responsiveness have increasing emphasis. Companies con-
tinually assess the ability of innovative new technologies to meet the customers’ ris-
ing expectations for fast and reliable delivery.

As brick-and-mortar stores strive to compete in a marketplace saturated by 
e-commerce, many local businesses increasingly need to serve as both a showroom 
(for in-store shopping) and a warehouse (for internet shopping), with employees 
doubling as salespeople and as order-pickers. Unable to individually compete on the 
scale as retail giants, smaller local businesses may leverage technology to engage in 
a collaborative platform to collectively aggregate their internet orders for more effi-
cient delivery. The platform manages the customer requests from the consortium of 
participating businesses using functionality such real-time tracking of vehicles and 
requests as well as dynamic request assignment and vehicle routing. In this man-
ner, the platform facilitates effective fulfillment of customer requests as they ran-
domly arrive over time. For the delivery of the requests tracked by the platform, the 
advance of information technology allows a third-party logistics provider to com-
municate in real-time with its couriers and provide them updates to their routing 
assignments. This communication technology is particularly advantageous to inte-
grating external resources into their service portfolios, e.g., coordinating individuals 
who are not company employees to provide additional delivery capacity in order to 
improve customer service at lower cost, particularly during periods of high demand.

Savelsbergh and Ulmer (2022) provide a framework delineating the nature of 
delivery couriers based on their availability and behavior. At one end of the spec-
trum, the platform controls both the availability and behavior of a fully committed 
courier in the sense that the platform sets both the time window in which the courier 
serves requests and wholly determines which requests the courier serves. A full-time 
employee driving a company vehicle is one example of a fully committed carrier. In 
contrast, a committed courier agrees with the platform when to be available to serve 
requests, but maintains agency over which requests to accept and where to locate in 
between deliveries. Thus, the platform possesses knowledge of the committed cou-
rier’s availability, but does not fully control their behavior in the availability time 
window. Savelsbergh and Ulmer (2022) define an occasional courier as one whose 
availability and behavior is not controlled by the platform. The availability time win-
dow of an occasional courier is unknown beforehand to the platform and the courier 
decides whether they accept an assigned request. In this study, we consider a fleet 
of dedicated vehicles complemented by in-store crowdshippers. The dedicated vehi-
cles correspond to fully committed couriers. The in-store crowdshippers correspond 
to partially committed couriers in the sense that before their random appearance 
the platform has no knowledge of their availability but after their announcement of 
availability, the in-store crowdshipper accepts all request assignments from the plat-
form as long as they can return to their home location by their specified deadline.

Despite numerous studies examining the operational characteristics of crowd-
sourced delivery methods in online retail, there remains a research gap in under-
standing how delivery systems respond to the uncertainty that arises from both ser-
vice requests and crowdsourcing availability. Our work aims to partially address this 
gap starting from the study of Stoia et al. (2023) which investigates a dynamic sto-
chastic pickup-and-delivery problem with time-dependent travel and crowdshipping. 
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In this problem setting, customers (e-shoppers) randomly place online requests for 
products from various businesses throughout the day. To facilitate the efficient ful-
fillment of the requests, local brick-and-mortar businesses participate in a collabora-
tive platform that assembles the requests from the different businesses for potential 
delivery consolidation. Each request consists of a pickup location (the business ful-
filling the request), a delivery location (the e-shopper’s home), and a time window 
specifying the time the request will be ready to be picked up and the delivery dead-
line of the request.

In Stoia et al. (2023), crowdshippers complement a fleet of dedicated vehicles to 
provide delivery capacity for the requests. The gig worker style of crowdshippers in 
Stoia et al. (2023) appear to the dispatching platform randomly throughout the day 
at random locations and are available for delivery for one- to four-hour windows. 
In contrast, in this study we model the crowdshippers as in-store customers who 
offer to delivery one or more requests upon checking out of a brick-and-mortar store. 
That is, an in-store crowdshipper is an individual located at a brick-and-mortar store 
ostensibly performing their own shopping, but willing to fulfill orders of e-shoppers 
on their way home, or more generally, their next destination. Therefore, the start-
ing location of a crowdshipper in this study coincides with a pickup location. In 
addition, we assume that the in-store crowshipper’s available time for deliveries is 
shorter than the one to four hours of availability for gig worker crowdshippers in 
Stoia et al. (2023).

This study contributes to the body of knowledge on last-mile delivery and crowd-
shipping in the following ways. First, we perform computational experiments to 
examine the economic effects of complementing a dedicated fleet with in-store 
crowdshippers. Based on these computational results, we establish guidelines on 
the requirements for the frequency and availability duration of in-store crowdship-
pers to reduce delivery costs. Second, to establish policies for how to serve requests 
with the available delivery capacity, we adapt and apply the approach of Stoia et al. 
(2023) which incorporates a cost function approximation to account for the varying 
temporal availability of dedicated vehicles and crowdshippers.

The remainder of this article is organized as follows. In Sect. 2, we position our 
work with respect to the scientific literature. We supply a formal discussion of the 
dynamic pickup-and-delivery problem along with a description of the solution meth-
odology in Sect. 3. In Sect. 4, we discuss the results of our computational experi-
ments. Conclusions follow in Sect. 5.

2 � Literature review

Buldeo Rai et al. (2017) define crowdshipping as “an information connectivity ena-
bled marketplace concept that matches supply and demand for logistics services 
with an undefined and external crowd that has free capacity with regards to time 
and/or space, participates on a voluntary basis and is compensated accordingly.” 
There are potential advantages of crowdshipping for various stakeholders, including 
individual citizens and companies. For instance, individuals are able to supplement 
their income in exchange for picking up a shipment, while companies gain access to 
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an agile source of delivery capacity. From a broader societal perspective, crowdship-
ping can reduce traffic and energy-footprints of deliveries (Punel and Stathopoulos 
2017). However, as De Maio et al. (2023) lists, barriers to crowdshipping include 
concerns related to security and reliability. A major drawback of crowdshipping is 
that providers may not be able to guarantee their promised delivery services when 
subcontracting to non-employees. To avoid using non-employees, Boysen et  al. 
(2022) consider a setting in which distribution center employees serve as crowdship-
pers on their way home after their shift ends.

In Sect. 2.1, we discuss relevant studies involving crowdshipping. We refer to the 
recent reviews of Alnaggar et al. (2021), Le et al. (2019), and Mohri et al. (2023) for 
the analysis of further studies. In Sect. 2.2, we review research literature related to 
the framework for modeling and solving similar transportation problems.

2.1 � Crowdshipping

There is a stream of literature focusing on the motivational factors, unpredictable 
behaviors, and socio-economic implications of crowdsourcing. In general, the find-
ings of these studies provide insight on how to enhance logistics services, attract 
and retain crowdshippers, and devise business strategies that align with the expec-
tations of both the customer and crowdshipper. Nguyen et  al. (2023) analyze the 
economic and social factors that affect the crowdshipper behavior. Based on a study 
of last-mile delivery service in Vietnam, they recommend that businesses enhance 
their benefits to sustain and further increase crowdshipper participation in last-mile 
delivery. Based on responses to a 2016 online survey, Punel et al. (2018) discover 
that crowdshipping is more prevalent among males, younger individuals, and those 
with full-time employment. Upadhyay et al. (2022) construct an influencing factor 
model based on intrinsic and extrinsic motivational theory to investigate Generation 
Z members’ willingness to participate in crowdshipping. They empirically validate 
this model through a survey of Indian urban participants. Giglio and De Maio (2022) 
propose a model grounded in innovation diffusion theory to analyze the determi-
nants of crowdshipping adoption in university cities. Using data from a university 
city in southern Italy, they investigate how attributes such as relative advantage, 
compatibility, complexity, resistance to change, trialability, and observability affect 
the attitude of users to adopt a delivery service operated by non-professional carri-
ers. Le and Ukkusuri (2019) present a study in the United States on the behaviors, 
expectations, and characteristics of both customers and potential crowdshippers.

Another stream of crowdsourcing literature focuses on environmental issues. 
Simoni et  al. (2020) simulate the impact of alternative crowdshipping options on 
traffic and CO2 emissions in the city center of Rome, Italy. They consider: (i) private 
drivers modifying their existing routes or engaging in new trips to pick up and drop 
off packages, and (ii) public transportation users carrying along packages on their 
trips and dropping them off at lockers in transit stations. While their results confirm 
crowdsourced deliveries by private cars more negatively impact the environment 
than public transit crowdshippers, these negative impacts can be mitigated by limit-
ing the trip deviations of crowdshippers, providing adequate parking options, and 
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incentivizing off-peak deliveries. Paloheimo et al. (2016) conduct a six-week trial 
in which the crowdsourced service PiggyBaggy delivered books and other library 
media to customers’ homes in Jyväskylä, Finland. Their results demonstrate a reduc-
tion of 1.6 kms driven by car for each crowdsourced delivery.

Perhaps the most relevant stream of crowdshipping literature addresses its oper-
ational optimization. We restrict our discussion to studies employing optimization 
techniques to minimize logistics costs or maximize the revenue from parcel deliv-
eries minus the costs of crowdshipper compensation. We first describe works that 
consider deterministic optimization models. Archetti et al. (2016) formulate a static 
deterministic vehicle routing problem that considers the use of in-store customers 
complementing a dedicated fleet to deliver the orders of e-shoppers. They observe 
the type of compensation scheme for in-store customers has a significant impact on 
the cost-effectiveness of the system. With an objective of minimizing cost, Yu et al. 
(2022) consider both dedicated vehicles and occasional drivers to serve three types 
of customers who vary based on their preference of home delivery or alternative 
delivery point. Stokkink et  al. (2024) develop a comprehensive profit-maximizing 
model that accommodates heterogeneous crowdshippers, direct time-synchronized 
transfers, and intermediate storage at parcel lockers. They consider an extension in 
which crowdshippers can simultaneously carry multiple parcels and design a row-
and-column-generation algorithm to solve a case study based on Washington, D.C., 
United States.

Next, we describe optimization studies on transportation with crowdshipping 
models that consider some dimension of uncertainty. In a setting similar to the one 
in this paper, Dayarian and Savelsbergh (2020) examine a dynamic stochastic same-
day delivery problem in which in-store customers supplement company drivers by 
delivering online orders on their way home. To minimize the sum of delivery late-
ness, cost of routing company drivers, and compensation paid to crowdsourced in-
store customers, they develop two rolling horizon approaches: a myopic approach 
and an approach that incorporates probabilistic information about future online order 
and in-store customer arrivals. Silva et al. (2023) consider a stochastic dynamic last-
mile delivery environment in which orders, as well as occasional drivers available 
for deliveries, arrive randomly throughout the day. To solve the resulting cost-mini-
mization problem, they extend a stochastic programming recourse model with deep 
reinforcement learning. Mousavi et al. (2022) study a last-mile delivery system as a 
two-stage stochastic program in which the first-stage corresponds to the movement 
of mobile facilities from the main depot to parking locations, and the second tier 
consists of package delivery from mobile facilities to customers by crowdshippers. 
In this model, crowdshipper availability is uncertain and the assignment of customer 
packages to mobile depots and the determination of the mobile facilities’ parking 
locations are first-stage decisions that must be made before the crowdshipper avail-
ability becomes known. They develop enhanced decomposition algorithms from the 
branch-and-cut and cut-and-project frameworks to solve their instances.

The acceptance behavior of crowdshippers is an additional element of uncer-
tainty in transportation with crowdshipping models as freelance crowdshippers 
may behave strategically in their decision whether to accept a service request. 
Hou et  al. (2023) use a binomial logit discrete choice model to incorporate 
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uncertain crowdshipper request acceptance into a stochastic optimization frame-
work to compute shipper-order matching and compensation with the aim of 
minimizing the expected delivery cost at the system level. Barbosa et al. (2023) 
consider in-store crowdshippers and model their willingness to accept a delivery 
task offer with logistic regression. With an objective of minimizing total expected 
delivery costs, they present a formulation with crowdshipper compensation as 
a decision variable that affects the probability of crowdshipper task acceptance. 
Çınar et al. (2023) incorporate task-acceptance probabilities of occasional drivers, 
which also depend on the operator’s compensation decisions, into an exact solu-
tion framework. They present a mixed-integer nonlinear model that minimizes 
the expected delivery costs while identifying optimal assignments of orders to a 
mix of professional and occasional drivers. The authors prove that the runtime of 
the two-stage algorithm proposed to solve this model is polynomial for generic 
probability functions under mild conditions. In addition, they present extensive 
computational experiments showing the advantages of their solution approach.

2.2 � Markov decision processes in stochastic dynamic transportation

In sequential decision models representing stochastic dynamic transportation 
problems, the aim is to identify a policy for selecting actions in uncertain environ-
ments in order to optimize an objective (Ulmer 2020). Markov decision processes 
(MDPs) are a widely-adopted framework for analyzing sequential decision-mak-
ing under uncertainty (Boucherie and van Dijk 2017). In an MDP, the state of the 
system evolves over time in a series of epochs at which a decision-maker executes 
actions that affect the state transition and accrual of rewards or costs. We char-
acterize an MDP with five elements: (i) the state, which captures the informa-
tion required to select an action, determine the rewards (or costs), and inform 
how the system evolves, (ii) the set of actions from which an action is selected 
at an epoch, (iii) uncertain exogenous information that arrives after an action is 
selected, (iv) a transition function that describes the state at the next epoch given 
the current state, action, and a realization of exogenous information, and (v) the 
objective function which provides the measure for evaluating the effectiveness of 
the selected actions (which compose a policy).

For many practical applications, MDPs suffer from the well-known “curses of 
dimensionality,” i.e., they have state, action, and/or outcome spaces of intracta-
ble size precluding the application of exact solution approaches. A diverse col-
lection of approaches broadly termed approximate dynamic programming aims 
to address these computational challenges (Powell 2011). In this discussion of 
the literature, we focus on value function approximation (VFA), direct lookahead 
approximation (DLA), policy function approximation (PFA), and cost function 
approximation (CFA). For a more in-depth treatment, we refer to Powell (2022).

To understand VFA, consider the Bellman equations for recursively stating an 
MDP:
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In Eq.  (1), V(sk) is the optimal cost-to-go in state sk , x ∈ X(sk) denotes the action 
space in state sk , c(sk, x) is the immediate cost of action x in state sk , and the expecta-
tion operates with respect to the uncertain exogenous information that arrives after 
selecting action x in state sk . In Eq. (2), vK represents a terminal cost occurring in the 
final epoch. While explicitly solving Eqs. (1) and (2) becomes intractable as state, 
action, and outcome spaces grow large, VFA leverages the structure of these equa-
tions. Offline, VFA generates V(sx

k
) , an estimate of the cost-to-go when in state sk 

and selecting action x. In state sk , a VFA identifies an action xVFA such that

To tackle a problem in which less-than-truckload orders randomly arrive at an urban 
consolidation center to be aggregated and periodically dispatched, van Heeswijk 
et al. (2019) present a VFA algorithm that takes into account both current and future 
consolidation opportunities on expected costs. For a dynamic multi-period vehicle 
routing problem with stochastic service requests, Ulmer et al. (2018) propose a VFA 
to assess the impact of accepting a customer order for same-day service or defer-
ring it to the next day on the expected total number of orders served via same-day 
service.

DLA is a broad class of approaches that approximate the impact of a current 
action on future costs by creating a lookahead model. The lookahead model is a 
simplification of the future evolution of the MDP. Common mechanisms include 
employing a deterministic forecast of future epochs, considering a limited num-
ber of epochs into the future (called a rolling horizon), and rollout algorithms. At 
an epoch, a rollout algorithm (Goodson et al. 2017) evaluates each action by sim-
ulating sample paths in which actions at future epochs are determined via a heu-
ristic policy. Then, for the current epoch, the rollout algorithm selects the action 
with the lowest estimated expected cost based on the sample paths.

To identify an action for a given state, PFA applies an analytical function of 
the state information. While the analytical function may involve parameters (cali-
brated via offline experiments), execution of a PFA does not require any online 
optimization and uses only information included in the state. Consequently, a 
PFA does not require substantial computation at a decision epoch. A PFA is a 
common choice for applications in which the structure of the problem suggests 
a low-dimensional functional form to generate an action. Ulmer and Thomas 
(2018) analyze and quantify the value of combining drones with regular delivery 
vehicles for same-day delivery. They define a PFA on geographical districting to 
decide whether to serve a customer with a drone or a vehicle. Ulmer and Streng 
(2019) address a same-day delivery problem with pickup stations and autono-
mous vehicles by designing a PFA to determine where and when to dispatch a 

(1)V(sk) = min
x∈X(sk)

{
c(sk, x) + �

[
V(sk+1)|sk, x

]}
for k = 1,… ,K − 1,

(2)V(sK) = vK , for some constant vK .

xVFA = argmin
x∈X(sk)

{
c(sk, x) + V(sx

k
)
}
.
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vehicle to balance the tradeoff between fast delivery and consolidation. Ghiani 
et al. (2022) propose a PFA for a dynamic pickup-and-delivery problem with dif-
ferent request classes. In their PFA, parameters specify the fraction of the fleet 
reserved for each request class.

A CFA is a form of parameterized optimization model whose solution is a simpli-
fied way of identifying an action at an epoch. For example, a CFA may modify the 
immediate cost function and/or the constraints defining the action space in a manner 
that implicitly makes the optimal action of the modified model less myopic. More for-
mally, given a parameter vector � in state sk , a CFA identifies an action xCFA such that

Ulmer et  al. (2020) consider a stochastic dynamic multi-period routing problem 
that accounts for the value of familiarity between drivers and customers. In their 
problem setting, a subset of customers requires daily service by a fleet of drivers 
over a horizon of several months. Once a driver visits a customer, the driver gains 
familiarity with that customer and this familiarity leads to more efficient service 
reflected in lower costs for serving the customer with that driver. Ulmer et al. (2020) 
propose a solution approach employing CFA that explicitly invests in establishing 
familiarity for selected driver-customer pairs. In a problem setting similar to this 
paper, Schrotenboer et al. (2021) consider a dynamic stochastic pickup-and-delivery 
problem in which a platform receives online customer requests and must dispatch 
couriers to serve them. Schrotenboer et al. (2021) solve their problem using a CFA 
that represents a courier’s route assignment as a set-packing problem of the cur-
rent set of requests but introduces a parameter that modifies the objective based on 
how well a request fits into a courier’s path and another parameter that modifies the 
constraints based on how urgent a request is. As we mention in Sect. 1, Stoia et al. 
(2023) employ a CFA to solve a pickup-and-delivery problem in a setting similar to 
Schrotenboer et al. (2021), but they supplement the delivery capacity of a fleet of 
dedicated vehicles with gig workers. In this paper, we consider in-store crowdship-
pers instead of gig worker crowdshippers and adapt the DRACE algorithm of Stoia 
et al. (2023) to the new setting by using a different technique to establish the order 
in which e-shopper requests are inserted into routes. Due to the differences in the 
in-store crowdshippers that we consider relative to the gig worker crowdshippers of 
Stoia et al. (2023), we create new data sets. Further, because the emphasis of this 
study is to evaluate the economic implications of the number of in-store crowdship-
pers and their temporal availability, our experimental design differs from Stoia et al. 
(2023), whose primary focus is methodological.

3 � Problem description and solution methodology

We consider a stochastic dynamic pickup-and-delivery problem with time-depend-
ent travel and crowdshipping via in-store customers. In our problem, there are two 
stochastic elements: (i) e-shopper requests arrive randomly throughout the day, and 

xCFA = argmin
x∈X(sk ,�)

{
c(sk, x, �)

}
.
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(ii) in-store customers randomly declare their availability throughout the day. To 
represent the stochastic nature of the arrival of online requests and the appearance 
of in-store crowdshippers, we adopt the MDP framework of Stoia et  al. (2023) to 
model the problem over a finite, discrete-time horizon.

Table 1 lists our main notation. Let T = {0, 1,… , T} be the time horizon in which 
the requests arrive. A request r corresponds to a tuple of information: the pickup 
location ( or ), the delivery location ( dr ), the time which the request will be ready 
( er ), and a soft deadline representing the latest time it should be delivered ( lr ). If the 
vehicle handling request r arrives at location or before time er , the vehicle must wait 
until er before picking up the request. If the vehicle handling request r delivers the 
request at location dr after lr , it incurs a lateness charge. Let O be the set of pickup 
locations and D the set of delivery locations. We indicate the travel time between 
locations i and j when departing at time t as �(i, j, t).

Table 1   Overview of main notation

T Time horizon of request arrivals, t ∈ T = {0, 1,… ,T}

�(i, j, t) Travel time between locations i and j when departing at time t
tk Time of epoch k
R

p

k
Set of in-process requests at epoch k

R
o
k

Set of outstanding requests at epoch k
Rk Set of active requests at epoch k, Rk = R

p

k
∪R

o
k

Uk Set of newly-arriving requests to the system at epoch k
or Pickup location of request r
O Set of pickup locations (stores)
dr Delivery location of request r
D Set of delivery locations (e-shoppers’ home locations)
er Ready time of request r
lr Deadline of request r
Vk Set of dedicated vehicles available at epoch k
Gk Set of in-store crowdshippers available at epoch k
Mk Entire pool of vehicles available at epoch k, Mk = Vk ∪ Gk

na
m

Starting location of vehicle m
nb
m

Ending location of vehicle m
am Appearance time of vehicle m at location na

m

bm Time by which vehicle m must arrive at location nb
m

sk Pre-decision state
sx
k

Post-decision state given action x
X(sk) Set of possible actions in sk , x ∈ X(sk)

c(sk, x) Cost incurred by action x when system in state sk at epoch k
� Piecemeal crowdshipper fee ($2 per delivery)
�1 Travel time multiplier ($1 per minute)
�2 Lateness multiplier ($5 per minute)
� Cost multiplier for a vehicle’s remaining delivery time
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To provide delivery service at epoch k occurring at time tk , we assume there 
is a fleet of dedicated vehicles, Vk =

{
1,… ,Vk

}
 , and a set of in-store crowdship-

pers, Gk =
{
1,… ,Gk

}
 . Let Mk = Vk ∪ Gk be the entire pool of vehicles available 

to serve requests at epoch k. Each dedicated vehicle v ∈ Vk is available over a 
known shift starting and ending at the depot, na

v
= nb

v
= 0 . For example, a dedi-

cated vehicle v available for the entire day would have a shift from time av = 0 
to time bv = T̂ > T  , where T̂  is large enough to ensure delivery of all requests. In 
general, Vk corresponds to the set of dedicated vehicles whose shift covers tk . An 
in-store crowdshipper g ∈ Gk randomly declares their availability at time ag from 
their location na

g
∈ O . The in-store crowdshipper communicates their availability 

to service requests subject to requirement of arrival at location nb
g
 by time bg . An 

in-store crowdshipper g will be a member of Gk if tk ∈
[
ag, bg

]
.

The objective is to minimize the cost of fulfilling online requests over an oper-
ating day. To measure the cost of providing service, we minimize the sum of three 
components: (i) the total travel cost of the dedicated vehicles and in-store crowd-
shippers (as function of travel time), (ii) the total lateness charge (as a function of 
the amount of time requests are delivered after their soft deadlines), and (iii) the 
total per-delivery fees paid to in-store crowdshipper. Note that we assume a fixed 
per-delivery fee of � for all requests served by an in-store customer and include 
the travel cost of the in-store crowdshippers in the objective function to represent 
the variable fees paid by the platform to the in-store crowdshippers to account 
for differences in the travel demands of requests due to their relative pickup-and-
delivery locations.

We describe the pre-decision state of the system at epoch k as 
sk =

(
tk,R

p

k
,R

o
k
,Uk,Mk

)
 , where tk is the time, Rp

k
 is the set of in-process requests, 

R
o
k
 is the set of outstanding requests, Uk is the set of newly-arrived requests, and 

Mk is the set of available vehicles. We refer to a request r ∈ R
p

k
 as in-process 

because a vehicle has already picked it up at or or is currently en route to or to 
pick it up. We refer to a request r ∈ R

o
k
 as outstanding because a vehicle has nei-

ther picked it up at or nor en route to or to pick it up.
At each epoch k, we determine the action x for the system in state sk by apply-

ing a modified version of the destroy-and-repair heuristic of Stoia et al. (2023). 
Figure 1 illustrates how this CFA-based insertion heuristic begins with a pre-deci-
sion state sk and executes a series of request insertions onto routes that implicitly 
define an action x that results in a post-decision state sx

k
 . We describe the steps in 

Fig. 1 in the following list. 

1.	 Given pre-decision state sk , the first step constructs Ik , the subset of requests 
that will be involved in the action at epoch k. The set Ik consists of all newly-
arrived requests and all outstanding requests that are ready or will be ready soon, 
Ik = Uk ∪

{
r ∈ R

o
k
∶ er ≤ Γ + tk

}
 , where Γ is a time threshold calibrated via 

offline simulation.
2.	 As the requests in Ik will be sequentially reinserted onto routes, we order Ik . To 

create this ordered set, we apply k-means clustering to Ik , where the number of 
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clusters is set equal to 
⌈
min{|Ik|,|Mk|}

2

⌉
 . As an input for the k-means clustering 

algorithm (Ikotun et al. 2023), we create a distance matrix in which each entry 
corresponds to an estimate of the travel cost to serve the corresponding pair of 
requests in Ik . The estimate of the travel cost to serve request ri and rj corresponds 
to the least-cost sequencing of the four locations (two pickups, two deliveries) of 

Fig. 1   Execution of CFA-based insertion heuristic at epoch k 
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these two requests. Given the k clusters produced by the k-means clustering algo-
rithm, we sequence the requests within each cluster in nondecreasing order of 
ready times. Then we order all the requests in Ik by ordering the clusters in non-
decreasing order of cluster ready times, where a cluster ready time corresponds 
to the minimum ready time of a request in the cluster.

3.	 If Ik = � , skip to Step 6. Otherwise, we remove the request r in the first position 
of the ordered set Ik and for each vehicle m ∈ Mk , we estimate the impact of 
assigning request r to vehicle m by computing Δtravel

rm
 and Δlate

rm
 , the increase in 

vehicle m’s travel time and delivery lateness due to the assignment of request r, 
respectively. If r ∈

{
R

o
k
∶ er ≤ Γ + tk

}
⊂ Ik , we estimate Δtravel

rm
 and Δlate

rm
 via a 

reconstruction routine that removes all pre-existing requests from vehicle m’s 
route and then iteratively reinserts request r and the other pre-existing requests 
assigned to vehicle m. If r ∈ Uk ⊂ Ik , we estimate Δtravel

rm
 and Δlate

rm
 via a cheapest 

insertion routine that searches for the positions to place the pickup and delivery 
locations for request r. If insertion of request r onto vehicle m’s route violates its 
availability time window, we set crm = ∞ ; otherwise, we compute the cost crm of 
assigning request r to vehicle m according to: 

 The first summand corresponds to the product of the travel time multiplier �1 
and the increase in vehicle m’s travel time due to its assignment of request r. The 
second summand corresponds to the product of the lateness multiplier �2 and 
the increase in vehicle m’s violation of request deadlines due to its assignment 
of request r. In the third summand, I{m∈Gk} = 1 if m ∈ Gk and 0 otherwise 
implies that the per-delivery fee � is charged if m is an in-store customer and no 
fee otherwise. The fourth summand corresponds to a CFA term with parameter 
� and the amount of remaining time vehicle m is available to service requests.

4.	 After computing crm for each vehicle m ∈ Mk , we identify vehicle m⋆ that 
achieves the smallest value of crm for request r and determine the routing of 
request r on vehicle m⋆ by inserting or and dr at their minimum cost positions.

5.	 Return to Step 3.
6.	 Execute deterministic transition from pre-decision state sk to post-decision state 

sx
k
 based on action x implicitly defined by the iterative insertion of requests in Ik.

For further details on the dynamics of the MDP and the overall framework, the 
interested reader is referred to Stoia et al. (2023).

4 � Computational study

To assess the impact that different vehicle fleets can have in terms of cost-effective-
ness and guaranteed service level, we execute computational experiments of the Java 
implementation of the solution approach on 2.1 gigahertz Intel Xeon processors of 
the Argon computing cluster at the University of Iowa. We set the parameter val-
ues for the CFA-based insertion heuristic as in Stoia et al. (2023) and use the same 

(3)crm = �1Δ
travel
rm

+ �2Δ
late
rm

+ �I{m∈Gk} + �(bm − tk).
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values in all computational experiments. In Sect. 4.1, we provide a brief description 
of the data sets. Then, we present and discuss the computational results in Sect. 4.2.

4.1 � Data sets

We create instances for our computational study by modifying instances from Stoia 
et al. (2023). We detail those modifications in this section.

Request Data. In our instances, we adopt the request arrival pattern of the low-
demand NM instances from Stoia et  al. (2023). In these instances, the e-shopper 
requests arrive according to a nonhomogeneous Poisson process over a ten-hour 
day. In the original NM instances, 50% of the requests have short deadlines (ready 
20 min after arrival and due 60 min after arrival) and 50% of the requests have long 
deadlines (ready 40 min after arrival and due 120 min after arrival). The short-dead-
line requests reflect food orders from restaurants, but because in-store crowdship-
ping is less prevalent for restaurants, we modify deadlines in our instances so all 
requests reflect non-food orders and are ready 40 min after arrival to the platform 
and have a soft deadline of 120 min after request arrival.

The uniform request deadlines in our instances motivate our modification of the 
CFA-based heuristic that we describe in Sect. 3 and Fig. 1. While Stoia et al. (2023) 
reinsert requests in nondecreasing order of their deadlines, we account for the geo-
graphical location and ready times within a k-means clustering approach to order 
requests for reinsertion.

Delivery Capacity.  In our computational experiments, we compare a fleet com-
posed solely of dedicated vehicles available over the entire time horizon to a mixed 
fleet composed of dedicated vehicles and in-store crowdshippers. We vary the 
size of the dedicated fleet from five to eight vehicles. For the mixed fleet, we con-
sider four dedicated vehicles and then adjust the delivery capacity of the in-store 
crowdshippers by varying the frequency of their arrivals and length of time they 
are available upon appearance. Specifically, we assume in-store crowdshippers 
arrive according to a nonhomogeneous Poisson process proportional to the arrival 
rate of the e-shopper requests and select the proportionality constant p from the set 
{0.05, 0.10, 0.20, 0.30} . In our various experiments, we set the length of time an in-
store crowdshipper is available upon appearance to be 20, 30, or 60 min.

Time-Dependent Travel Time. We model time-dependent travel times as in Stoia 
et al. (2023). When modeling the time-dependence on travel times, both temporal 
and geographical aspects are considered. With regard to temporal aspects the work-
ing day is divided into periods (w) that capture significant variations in daily traffic 
conditions. The geographical aspects have the purpose of differentiating the travel 
time taking into account the infrastructural characteristics of the territory. Given 
a certain geographical area of interest (in our case Iowa City), we partition it into 
regions ( � ). In our tests, we consider eight different regions and four different time 
periods. For travel beginning at location i at time t and ending at location j within 
the same time period w while staying within the same region � , the speed profile 
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of Table 2 applies directly and the travel time between i and j is �(i, j, t) = dij∕v�w , 
where dij is the distance (km) between location i and location j.

For travel beginning at location i at time t in time period w and ending at loca-
tion j such that the travel crosses multiple regions, �i ≠ �j , we approximate the speed 
profile by weighting the speed profiles of each region intersected by this travel by 
the size of the respective region. Formally, the travel speed between region �i and �j 
within time period w is approximated by

where �� is the area of region � and A(�i, �j) is the set of regions intersected by trave-
ling between a location i in region �i to a location j in region �j . For our computa-
tional experiments, we apply Eq. (4) to compute the speed profiles for all 

(
8

2

)
 = 28 

possible combinations of inter-region travel.
Let W be the number of time periods in a speed profile. Let the time interval [

�w, uw
]
 define the time period w. For travel beginning at location i at time t in time 

period w and ending at location j in time period w′ ≠ w , we compute travel time as

If travel from location i to location j intersects multiple regions, then v�k is replaced 
by v�i∶�j in Eq. (5).

4.2 � Computational results

In our first set of computational experiments, we consider a fleet consisting solely 
of dedicated vehicles and establish the performance of a range of fleet sizes. Fig-
ure 2 displays the average total daily cost computed over ten different request arrival 
instances for fleets of five, six, seven, and eight dedicated vehicles. As Fig. 2 shows, 

(4)v�i∶�jw =
�

k∈A(�i,�j)

��k∑
k∈A(�i,�j)

��k

v�kw∀w,

(5)�(i, j, t) =

W�

k=w

min

�
uk −max

�
�k, t

�
,
dij −

∑k−1

s=w
(us −max

�
�s, t

�
)v�s

v�k

�
.

Table 2   Speed profile of v�w 
values (km/min)

Region ( �) Time period (w)

8:00–10:00 10:00–18:00 18:00–20:00 > 20:00

A 0.25 0.40 0.25 0.40
B 0.50 0.67 0.50 0.67
C 0.25 0.40 0.25 0.40
D 0.50 0.67 0.50 0.67
E 0.33 0.53 0.33 0.53
F 0.16 0.26 0.16 0.26
G 0.33 0.53 0.33 0.53
H 0.50 0.67 0.50 0.67
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a fleet of seven dedicated vehicles is sufficient to achieve low average total daily 
cost and low average daily lateness cost. Our tests show that a fleet of four dedicated 
vehicles is insufficient to handle demand as three out of ten instances are infeasible 
(all requests cannot be served within 11 h) and in the other seven instances the aver-
age total daily cost was $26,382 with an average total daily lateness cost of $24,050.

In a similar manner, we conduct computational experiments for a mixed fleet 
of four dedicated vehicles and a collection of in-store crowdshippers. We consider 
twelve different collections of in-store crowdshippers by considering four differ-
ent arrival rates of in-store crowdshippers set proportional to the e-shopper request 
arrival rate by selecting the proportionality constant p from {0.05, 0.10, 0.20, 0.30} 
and three different availability time windows (TW) of 20, 30, and 60 min upon in-
store crowdshipper appearance. For these twelve different mixed fleets, we compute 
the average total daily cost over the fifty instances resulting from a combination 
of ten different request arrival realizations and five different in-store crowdshipper 
arrival realizations.

Tables 3, 4, and 5 compare the average total daily costs of the twelve different 
mixed fleets to the average total daily costs of dedicated fleets with five, six, and 
seven vehicles, respectively. Each entry in these tables computes the daily cost 
advantage of the mixed fleet versus the respective dedicated fleet as:

(6)
daily cost advantage of mixed fleet = dedicated fleet daily cost − mixed fleet daily cost.

Fig. 2   Average total daily cost and average daily lateness cost for different fleet sizes of dedicated vehi-
cles
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In addition to the difference in average total daily costs of the respective dedicated 
fleet and mixed fleet in Eq. (6), there are other cost differences in the management 
of these fleets. The management of the mixed fleet requires administration of the in-
store crowdshipper program while the management of the dedicated fleet incurs the 
cost of additional dedicated vehicles. Let i be the daily cost of administering the in-
store crowdshipper program. Let f be the daily cost of a dedicated vehicle. Then, if a 
dedicated fleet deploys q more dedicated vehicles than a mixed fleet, we express the 
cost advantage of the mixed fleet in these other costs as qf − i which is presumably 
greater than zero for q ≥ 1 . Thus, it is worthwhile to point out that even if the daily 
cost advantage of a mixed fleet in Eq. (6) is negative, if it is greater than i − qf  , the 
mixed fleet is more cost effective.

Table 3 displays the daily cost advantage of mixed fleets with four dedicated 
vehicles and twelve different configurations of in-store crowdshippers relative to 
a fleet of five dedicated vehicles. The mixed fleet demonstrates a positive cost 
advantage for all but one in-store crowdshipper configuration. For the lowest fre-
quency of in-store crowdshippers available only for 20  min, the mixed fleet is 
$255 more costly and therefore only cost effective relative to the dedicated fleet 

Table 3   Daily cost ($) 
advantage of mixed fleets of 
four dedicated vehicles and 
various in-store crowdshippers 
versus a fleet of five dedicated 
vehicles

p TW (min)

20 30 60

0.05 – 255 906 1250
0.10 2504 2669 2829
0.20 3433 3366 3187
0.30 3626 3496 3373

Table 4   Daily cost ($) 
advantage of mixed fleets of 
four dedicated vehicles and 
various in-store crowdshippers 
versus a fleet of six dedicated 
vehicles

p TW (min)

20 30 60

0.05 – 2880 – 1720 – 1376
0.10 – 122 43 203
0.20 807 741 561
0.30 1000 870 747

Table 5   Daily cost ($) 
advantage of mixed fleets of 
four dedicated vehicles and 
various in-store crowdshippers 
versus a fleet of seven dedicated 
vehicles

p TW (min)

20 30 60

0.05 – 3011 – 1851 – 1506
0.10 – 252 – 87 72
0.20 677 610 431
0.30 870 740 617
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of five vehicles  if the cost difference between managing an additional dedicated 
vehicle and administering the in-store crowdshipper program is greater than $255.

Table 4 displays the daily cost advantage of mixed fleets with four dedicated 
vehicles and twelve different configurations of in-store crowdshippers relative 
to a fleet of six dedicated vehicles. With an additional dedicated vehicle, the 
dedicated fleet’s total daily cost compares more favorably. However, the mixed 
fleet still demonstrates a positive cost advantage for eight of the twelve in-store 
crowdshipper configurations. For the lowest frequency of in-store crowdshippers, 
the mixed fleet demonstrates a negative cost advantage for all three availability 
time window widths, but this negative cost advantage narrows as the time win-
dow widens. The fourth negative cost advantage for the mixed fleet occurs for 
the p = 0.10 and 20-minute time window setting. In the four cases in which the 
mixed fleet has a negative cost advantage in Table  4, for the mixed fleet to be 
cost-effective the absolute value of this negative cost advantage must be smaller 
than the cost difference between managing two additional dedicated vehicles and 
administering the in-store crowdshipper program.

Table 5 displays the daily cost advantage of mixed fleets with four dedicated 
vehicles and twelve different configurations of in-store crowdshippers relative to 
a fleet of seven dedicated vehicles. A similar pattern emerges as in Table 4. The 
mixed fleet demonstrates a positive cost advantage for seven of the twelve in-store 
crowdshipper configurations, but a negative cost advantage for the five configura-
tions with low in-store crowdshipper delivery capacity. In the five cases in which 
the mixed fleet has a negative cost advantage in Table 5, for the mixed fleet to be 
cost-effective the absolute value of this negative cost advantage must be smaller 
than the cost difference between managing three additional dedicated vehicles 
and administering the in-store crowdshipper program.

Using the average daily reduction in late deliveries as the metric, Tables 6, 7 
and 8 present analogous results for the comparison of the twelve mixed fleet con-
figurations to dedicated fleets of five, six, and seven vehicles, respectively.

Next, we examine the cost sensitivity of varying the frequency of in-
store crowdshippers and their availability time windows. In our first com-
parison, we observe how increasing the proportionality constant p in the set 
{0.05, 0.10, 0.20, 0.30} affects cost for the various availability time window 
widths. For a consecutive pair of proportionality constants, pi and pj with pj > pi , 
we compute the relative reduction in cost for a fixed availability time window 
width as:

Table 6   Daily reduction in 
delivery delay (minutes) for 
mixed fleets of four dedicated 
vehicles and various in-store 
crowdshippers versus a fleet of 
five dedicated vehicles

p TW (min)

20 30 60

0.05 – 119 107 205
0.10 408 457 540
0.20 577 589 607
0.30 595 604 612
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Figure  3 illustrates the values of �(0.05, 0.10) , �(0.10, 0.20) , and �(0.20, 0.30) for 
the availability time windows of 20, 30, and 60 min. For all availability time win-
dows, Fig. 3 shows we achieve the greatest marginal cost savings by increasing from 
p = 0.05 to p = 0.10 . Further increases in p demonstrate a decreasing marginal cost 
savings for all availability time windows. We observe the single largest marginal 

�(pi, pj) = (cost(pi) − cost(pj))∕cost(pj).

Table 7   Daily reduction in 
delivery delay (minutes) for 
mixed fleets of four dedicated 
vehicles and various in-store 
crowdshippers versus a fleet of 
six dedicated vehicles

p TW (min)

20 30 60

0.05 – 650 – 424 – 326
0.10 – 123 – 74 9
0.20 46 58 76
0.30 64 73 81

Table 8   Daily reduction in 
delivery delay (minutes) for 
mixed fleets of four dedicated 
vehicles and various in-store 
crowdshippers versus a fleet of 
seven dedicated vehicles

p TW (min)

20 30 60

0.05 – 679 – 453 – 355
0.10 – 151 – 103 – 20
0.20 17 29 47
0.30 35 44 52

Fig. 3   Relative reduction in Avg Total Cost per day varying the value of p 
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cost savings of 84% when increasing p from 0.05 to 0.10 for in-store crowdship-
pers who are available for 20 min. Generally, as the availability time window wid-
ens, increasing p results in smaller relative cost reductions as the effect of additional 
delivery capacity has a decreasing marginal impact.

In our second comparison, we observe how increasing the availability time 
window in the set {20, 30, 60} affects cost for the various in-store crowdship-
per arrival rates. For a consecutive pair of time window widths, wi and wj with 
wj > wi , we compute the relative reduction in cost for a fixed p as:

In Fig. 4, we investigate the decrease in average total daily cost as we increase the 
availability time window widths for in-store crowdshippers for values of p = 0.05, 
0.10, 0.20, and 0.30. Figure 4 shows that increasing the availability time window 
results in a cost reduction when the frequency of in-store crowdshippers is low ( p = 
0.05 or 0.10). However, this cost savings decreases as p increases. For p = 0.20 and 
p = 0.30 , the computational results suggest that increasing the availability time win-
dow widths results in a cost increase. However, these negative cost reductions are an 
artifact of the parameter calibration in the CFA-based insertion heuristic; we imple-
ment � = 0.05 for all computational experiments which performs better for instances 
with relatively low amounts of crowdshipping delivery capacity rather than the high 
level of crowdshipping delivery capacity provided by larger values of p and wider 
availability time windows. For p = 0.05 and p = 0.10 , Fig. 4 shows we achieve the 
greatest marginal cost savings by increasing the time windows from 20 to 30 min 
and there is a decreasing marginal cost savings when increasing the time windows 
from 30 min to 60 min.

�(wi,wj) = (cost(wi) − cost(wj))∕cost(wj).

Fig. 4    Relative reduction in Avg Total Cost per day varying the value of TW 
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5 � Conclusion

We investigate benefits of complementing a fleet of dedicated vehicles with in-store 
crowdshipping for a stochastic dynamic pickup-and-delivery problem. Specifically, 
we consider the transportation problem facing a consortium of local brick-and-mor-
tar businesses as they establish a platform that aggregates their product offerings 
and provides delivery service.

To address this complex problem, we adapt the model and methodology of Stoia 
et al. (2023). Our computational results demonstrate the potential for a program in 
which in-store customers volunteer their time to deliver e-shopper requests on their 
return home. Crowdshipping participation rates as low as 5% by in-store customers 
can profitably replace one dedicated vehicle. In addition, we demonstrate the deliv-
ery cost sensitivity to in-store customer crowdshipping participation rates and the 
amount of time they offer to make deliveries.
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